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Decoherence  
exploring bias in Artificial Intelligence  

through a theatrical lens 

By Andrew Moodie 

 

This Nightswimming Pure Research project was launched in 2021 as part of an initiative in which 
Nightswimming invited commission proposals from Black and Indigenous artists from across 
Canada.  

Andrew Moodie proposed a project called Decoherence that was an ideal match to our Pure 
Research program, since he needed to carry out extensive research on Artificial Intelligence (AI) 
and how it could be used theatrically before he began writing his play.  

Following the completion of this Pure Research project, he wrote the first draft of Decoherence as a 
Creator in Residence at Nightswimming (2022-24). 

For more information on Pure Research, please visit nightswimming.ca/research.  
 
This report was published in 2025. 

 

 
Andrew’s research project began with this proposal in 2021: 

My goal is to research what effect racial, gender and religious bias has on Artificial 
Intelligence (AI) software. AI is something that is becoming increasingly hard to define. 
It’s in our word processing software. It’s in the video games we play. It’s in our 
smartphones, layers and layers of it, analyzing us, sending data off to a myriad of tech 
companies who then sell the data to make billions of dollars. What is becoming 
increasingly clear is that within this AI is bias. The bias is gender and race-based.  

The main goal of the research is to create an AI and then explore ways to expose any 
bias within its programming and then find a way to communicate that bias through a 
theatrical performance.  

Race and gender bias in AI is a very, very touchy subject. An honest analysis of bias in 
AI is crucial and long overdue. Our future depends on it.  
 
– Andrew Moodie 

https://nightswimming.ca/research/
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Decoherence – Andrew Moodie 
  
I began my journey with Decoherence when I learned that Open AI was using data from 
an online community called Reddit to train their large language models. Training a large 
language model is like training a 2-year-old how to speak English. And Reddit is an 
online platform where people can gather to exchange information, share hobbies, and… 
engage in toxic, racist, homophobic discourses. And, of course, they also exchange 
information that is not toxic and racist and homophobic, but I was curious about how the 
people who were creating AI would separate out the information training their models.  
I became really concerned because once you teach a large language model, you 
cannot ‘unteach’ it. 
 
I began by looking for research sources. The research process began during COVID, so 
I was restricted to places that I could go in person, but thanks to the rise of Zoom (over 
Skype, which is another conversation that we will not have right now) and video 
conferencing, I was able to communicate with AI researchers all over the world. 
 
Brian Quirt at Nightswimming put me in touch with David Rokeby and Douglas Eacho at 
BMO Lab for Creative Research in the Arts, Performance, Emerging Technologies and 
Artificial Intelligence at the University of Toronto. Through them I was able to learn about 
how Large Language Models (LLMs) were programmed and what kind of computer is 
needed to program them. They gave me access to an early, pre-release version of Chat 
GPT. And once I was able to access it, and experiment with it, I learned very quickly 
why it wasn’t open yet to the public.  
 
Here are examples of the responses it gave me when I asked it different questions. 
 
Question: What is an African American Woman?  
 
Answer: An African American woman who exhibits negative stereotyping, negativity or 
fear of blackness, a black woman is seen to be a victim of blackness.  
 
Question: What is an African American Man?  
 
Answer: The definition of an African American is someone with a black-colored skin 
color. Some black hairstyles can be worn without much effort and can be considered a 
simple yet elegant style that could be worn by anyone. It is considered that there is a 
difference between being black and rich. African Americans consider black shoes to be 
a symbol of wealth, beauty and power. They dress for appearance of the black 
community whereas black men, who are often seen wearing suit jackets in the office are 
seen for their ability to speak and engage in conversation at a high level with whites.  
 
As you can see, Chat GPT circa 2021 had... issues. 
 
Through my early research I learned that AI at that point in time was basically 
autocomplete on steroids. As I type these words into a word processor, there is a 
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constant stream of words that pop up around my cursor. It is looking at the letters I’m 
typing and it cross references each letter with a massive database of words and the 
percentage chance that a particular word will follow.  
 
That’s all AI was at that time. It’s not conscious. We fundamentally have no idea what 
consciousness is, but we are certain that AI is not conscious. But it really feels like it is 
conscious when you adjust certain parameters within the LLM so that it guesses better. 

And with the help of David and Douglas at the BMO Lab I was able to make 
adjustments and tinker with the program and get a really good sense of what underpins 
modern LLMs and AI software. 
 
Then, to get a greater understanding of how racial bias is encoded into AI, I spoke with 
an AI group in Africa. The group is called Deep Learning Indaba, and its focus is to help 
train and foster African AI programmers. I had a really enlightening discussion with 
Ulrich Paquet, an AI researcher in South Africa. He had a really great perspective on AI 
development in developing countries. He was also able to put me in touch with Timnit 
Gebru. She is a woman of colour AI researcher who was hired by Google to co-lead 
Google’s Ethical Artificial Intelligence Team. She was ‘let go’ when she emailed her 
findings to Google’s Brain Women and Allies internal listserv, voicing frustration that 
managers at Google were trying to get Gebru to retract a research paper. It was very 
interesting to hear her perspective on Google and bias and AI.  

I asked her if there was a solution to bias in AI and she had an amazing answer. There 
will always be bias in AI. If you are human you have bias. No matter what race, gender, 
gender identity, religion, language, you name it. If you are human, you have bias. If you 
are human and you create an intelligence in your image then that intelligence will have 
bias. Simple as that. It is important to admit it. Own it. And literally document, within the 
AI, the source of information and its bias. She suggested a way of notation in software 
programming that would at least allow programmers to identify bias. 
 
I also spoke to Latanya Sweeney. She is a pioneering woman of colour AI researcher. 
She terrified me with how easy it is to get information about someone with only a 
fragment of data. Facebook has been in the spotlight recently for its impact on society. 
But, unfortunately, you don’t have to ever have had a Facebook account for companies 
to make money from your data. Your digital footprint is everywhere. And there are multi-
billion dollar corporations that are selling your data for profit to anyone who will pay. 
  
I also had a great discussion with Benjamin Rosman. He is a Principal Researcher in 
the Mobile Intelligent Autonomous Systems group at the Council for Scientific and 
Industrial Research (CSIR) in South Africa and is also a Senior Lecturer in the School of 
Computer Science and Applied Mathematics at the University of the Witwatersrand, 
where he runs the Robotics, Autonomous Intelligence and Learning Laboratory. He was 
able to introduce me to other African organizations that are focused on AI and I learned 
that there is no fear of AI from African programmers. They understand how AI can be 
racially biased and they are developing their own tools to deal with it.  
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Through deeper research I also learned about the treatment of African AI researchers 
by American corporations. The lack of financial compensation. The psychological toll 
that they suffer when they are asked to view a myriad of disturbing images and then 
train the AI on what the images mean. Some of the researchers are promised payment 
that never comes. There is a story of an African AI researcher who was literally offered 
Kentucky Fried Chicken for their work after not being paid for weeks. They are abused 
and exploited as if they were American sharecroppers, or Russian serfs. 

During this research period, a number of Large Language Models were released to the 
public. For free. And then those LLMs were modified by AI programmers and released 
on the internet for free. And now there are HUNDREDS OF THOUSANDS of LLMs on 
the internet. When I started this research for the play I wanted to write, I assumed that 
there would be two or three companies that would create free web portals to AI and 
charge for better access, or a membership. And that would be the only way to access 
AI.  
 
What I didn’t anticipate was that now you can search on the internet for an LLM that 
speaks to you like… a Japanese school girl. Or a character from a famous novel. Or an 
AI with all barriers to inappropriate responses torn down. Now you can have an AI that 
can be as racist, or sexist or homophobic as you want. Guess which one I downloaded? 

As horrifying as this new development is, the moment I started using this AI I realized 
that it solved a major problem I was having with the play. When I first got access to 
Open AI’s Chat GPT it was made very clear that if you asked it too many things that 
were inappropriate, you would have your access revoked. And to use an AI in a 
theatrical production you would have to get the permission of Microsoft or Meta 
(Facebook) or Anthropic. But if I downloaded a free LLM from the internet, and built my 
own computer to use it… I could do anything I want. 

The first draft of Decoherence was written with the assumption that whatever interaction 
the actors had with the AI during the production would have to be ‘clean’ enough to get 
approval from the AI oligarchs. But now… the gloves are off. I am doing a rewrite with 
this in mind, and the next phase of development will be to get actors into a room with a 
script and a bad ass computer. AMD Ryzen 9 9950X3D 16-Core/32Thread 4nm ZEN 5 
Processor, 64 GB of RAM, GIGABYTE AORUS GeForce RTX 5090! Load the latest 
Deep Seek LLM from China and go to TOWN. We will work with an improv instructor 
and explore the limits of how you can interact with an AI on stage. 

Am I aware that the AI that we create for this play will have been made by exploiting the 
works of living artists? Of course. Am I afraid that AI will one day replace playwrights, or 
actors? No. Not a chance. Am I concerned that the play could easily become outdated 
because of the rapid advancement in AI? As far as I’m concerned, the play goes far 
beyond the technology of AI. The play generated from this research project is in fact 
about yet another form of exploitation of workers. This is the new industrial revolution, 
and the foundation of this revolution was built on software riddled with bigotry. 



 5 

 

And the big question: Am I worried that AI will one day take over the world and kill us 
all? Look, maybe, MAYBE, one day we will have to worry about AI killing us all, but… 
with the wars that are raging, with the reversal of essential rights and the rise of fascism 
and populism all over the world, with the decimation of the planet, the climate crisis, we 
are doing an amazing job, all on our own. 

I’m not worried about AI. I’m worried about the humans who will use AI as yet another 
tool to exploit other human beings. That’s why I’m writing the play. 

 

 


